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Motivation

AWhere does the LOD Cloud come from?
AStructured data
ATriplify, D2R
ASemi-structured data
ADBpedia
AUnstructured data
A??7?
AUnstructured data make up 80% of the Web

AHow do we extract Linked Data from unstructured data
sources?




Overview

1. Problem Definition

2. Named Entity Recognition
A Alnnrithme

- NB: Will be mainly concerned
‘with the newest developments.

AUPEeNIE approacnes

4. Entity Disambiguation
AURI Lookup
A Disambiguation

5. Conclusion
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Problem Definition

ASimple(?) problem: given a text fragment, retrieve
A All entities and
Arelations between these entities automatically plus
AAground themfi i pntobgy

AAlso coined Knowledge Extraction
John Petrucci was born in New York.

:John_Petrucci dbo:birthPlace :New_York .




Problems

1. Finding entities

C Named Entity Recognition -~
2. Finding relation instances

C Relation Extraction
3. Finding URIs

C URI Disambiguation



Overview

1. Problem Definition

2. Named Entity Recognition
A Algorithms
A Ensemble Learning

3. Relation Extraction
A General approaches
A OpenlE approaches

4. Entity Disambiguation
AURI Lookup
A Disambiguation

5. Conclusion



L
Named Entity Recognition

AProblem definition: Given a set of classes, find all strings
that are labels of instances of these classes within a text
fragment

John Petrucci was born in New York.

[John Petrucci, PER] was born in [New York, LOC].



L
Named Entity Recognition

AProblem definition: Given a set of classes, find all strings
that are labels of instances of these classes within a text
fragment

ACommon sets of classes
A CoNLLO3: Person, Location, Organization, Miscelleaneous

A ACEOQ5: Facility, Geo-Political Entity, Location, Organisation,
Person, Vehicle, Weapon

A BIONLP2004: Protein, DNA, RNA, cell line, cell type
ASeveral approaches

A Direct solutions (single algorithms)
A Ensemble Learning



NER: Overview of approaches

ADictionary-based
AHand-crafted Rules

AMachine Learning
AHidden Markov Model (HMMs)
A Conditional Random Fields (CRFs)
A Neural Networks
Ak Nearest Neighbors (KkNN)
A Graph Clustering

AEnsemble Learning
AVeto-Based (Bagging, Boosting)
ANeural Networks



L
NER: Dictionary-based

ASimple ldea

1. Define mappings between words and classes, e. g.,
Paris A Location

2. Try to match each token from each sentence
3. Return the mapping entities

V Time-Efficient at runtime
x Manuel creation of gazeteers
x Low Precision (Paris = Person, Location)

x Low Recall (esp. on Persons and Organizations as the
number of instances grows)



D
NER: Rule-based

ASimple ldea

1. Define a set of rule to find entities, e.g.,
[PERSON] was born in [LOCATION].

2. Try to match each sentence to one or several rules
3. Return the mapping entities

V High precision
x Manuel creation of rules is very tedious
x Low recall (finite number of patterns)



NER: Markov Models

AStochastic process such that (Markov Property)
0 ® W B )=

AEquivalent to finite-state machine
AFormally consists of @
ASet S of states S,, &S, | Transition 2

. Transition 1 /_\
AMatrix M such that m;; =

P(Xi1=S||IX=S)

Transition 3
Transition 4K IH



D
NER: Hidden Markov Models

AExtension of Markov Models
AStates are hidden and assigned an output function
AOnly output is seen
ATransitions are learned from training data

AHow do they work?

Alnput: Discrete sequence of features
(e.g., POS Tags, word stems, etc.)

AGoal: Find the best sequence of states
that represent the input

AOQutput: hopefully right classification
of each token




